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Abstract
We are interested in determining whether unsupervised clusters of visual features can capture a linguistic, or hierarchical semantic ontology. We would like to recover category hierarchies (such as types
of mammals or species of birds) based on visual features alone to see to what extent these classes are
determined by visual characteristics. We clustered images using k-means to attempt to recover the ontology. We found that while some of the distinguishing features across classes are readily distinguished
in k-means (as evidenced by non-maximal entropy scores), class recovery is possibly not something that
can be detected without supervised learning.
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Introduction

Computer vision has long been occupied with categorizing visual representations of objects, often requiring
finding features that are relevant for some classes but not others. Some of the distinguishing features between
object classes may be subtle (such as the distinctions between poodles and retrievers) and hard to detect, even
for humans (such as different kinds of bats). Semantically, it is also common to group altogether dissimilar
objects into the same categories (e.g. the kinds of animals English speakers consider bugs as opposed to the
biological definition of insects). This possibility, especially when considering cross-linguistic differences,
demonstrates that there may not exist an optimal linguistic partition of the visual space. Nevertheless, it is
an open question the degree to which a linguistic category can be defined by its visual properties alone. We
would like to uncover the extent to which purely visual categories line up with the semantic splits identified
in WordNet, an ontology based on biological classification [6].
We use the unsupervised clustering algorithm k-means on ImageNet images to attempt to recover the
WordNet ontology. This model allows for us to use the principles of geometric distance in a high dimensionality to identify a fixed, specified number of categories. Importantly, if the models are able to cluster
images into an ontological category based on visual features (e.g. HOG) alone, then, there must be intrinsic
visual features that distinguish that category from the others. We will compare the k-means clustering of
visual features to determine how well the resulting visual categories fit the ontology.
We expect the ”purest” categorization at the leaf nodes, where the images are most similar within classes
(poodles and retrievers), and at the superordinate categories, where the images are most different between
classes (birds and mammals). At the intermediate levels, there is both more variety within classes (poodles and bears), and more similarity between classes (bears and cows), leading to the most challenging
classification task.
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Background

Our task essentially compares the success of fine-grained visual categorization, distinguishing between very
similar classes such as poodles and retrievers, to general object recognition, distinguishing between substantially different classes such as birds and mammals. Both fine-grained visual categorization and general
object recognition are well studied problems in Computer Vision. Fine-grained visual categorization has
shown success in classifying bird species [3] [7]. Semi-supervised general object recognition has been used
to learn ontologies [4]. Our question is whether it is possible to recover ontologies using an unsupervised
learner at both the fine-grained and the general visual levels.
ImageNet is a large image database that aims to provide several hundred to a thousand cleanly tagged
images for each concept in the WordNet ontology [5]. This provides a perfect testing ground for our question
of whether linguistic categories can be recovered using visual features alone. The WordNet ontology is manually constructed by lexicographers using a set of reference works including dictionaries and thesauruses
[1] with relationships based in psycholinguistic theory [6]. WordNet more closely resembles a scientific ontology than a folk ontology or a visual ontology. However, we suspect that many of the WordNet categories
correlate strongly to visual features.
ImageNet is frequently used as a training set for object classifiers. In a test of the database, the creators
of ImageNet show that in a simple supervised learner the AUC (area under the ROC curve) is greater closer
to the leaf nodes of the ontology tree. That is, their classifiers are more accurate at the leaf nodes. [5] As
supervised learners are usually more accurate than unsupervised learners, we expect our k-means clustering
to show similar behavior.

3
3.1

Task and Data
The Task

The unsupervised k-means task will return groups of images. To assess how closely they match the ground
truth categories, we will measure the purity of the groups and the dispersion of the categories. Purity is
a measure of how many members of a cluster are of one class. Dispersion is a measure of how a class is
distributed between clusters. For example, say we have three clusters where cluster A has 9 snakes, 5 birds,
and 3 mammals, cluster B has 4 birds and 3 mammals, and cluster C has 3 mammals. Cluster C has high
purity, but mammals have high distribution.
Entropy is one such way of assessing the purity of the groups; we can identify which class an image
actually belongs to and calculate the concentrations of classes within the categories the algorithms identify.
Entropy is effectively a measure of the evenness of the distribution of class probabilities, so that high entropy
latent classes would have a relatively even dispersion of probabilities of our ontological class labels, but low
entropy latent classes would have very concentrated distributions of class labels.
n

− ∑ logn (P(classi )) ∗ P(classi )

(1)

i

A hypothesized category (e.g. k-means centroid) where no single categories constitute a majority will
have an entropy value over n class labels of 1, indicating complete uncertainty. Similarly, a category with
an entropy value of 0 indicates complete certainty about the category in that set.

3.2

The Data

Because of the large size of the full ImageNet dataset (approximately 14 million images [2]), we choose to
perform our experiments on four sub-branches of the ontology, ”aquatic birds”, ”passerines”, ”carnivores”
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Figure 1: The subbranches of WordNet that we choose for our experiments. Hyponymic relationships go
from right to left.
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and ”ungulates” (See Figure 1). Two of these categories are birds and two are mammals. ”Passerines” and
”carnivores” (if carnivores are taken to be Carnivora) are both biological orders, while ”aquatic birds” and
”ungulates” are less precise scientific categories. These branches were choosen to be at approximately the
same depth in the ontology, with a similar branching factor, and a similar number of images. With these
criteria, we try to ensure a similar semantic complexity of the concept sets.
The WordNet ontology is organized using hyponymic (isA) relationships. For example, in the ”passerine” branch, an ”oscine” is a ”passerine” which is a ”bird”. Therefore, images at a leaf concept belong
to all categories that appear before them along a path from the root concept. We collected images from
the children of the four categories, ”aquatic birds”, ”passerines”, ”carnivores” and ”ungulates”, and labeled
them with their label (i.e. oscine), the subbranch label (i.e. passerine), and a superlabel of either ”bird” or
”mammal”. In particular, we have nearly 18,000 images that are split into 16 leaf categories, 4 mid-level
categories, and 2 high-level categories. For each experiment, we will only consider one of these categories
as the class of the image, depending on which level of the hierarchy we are attempting to recover. We will
leave the others out. The number of images in each of these four categories is quite variable, which means
that in all calculations we are actually considering what proportion of the images occurred in each cluster.
While the ImageNet API provides access to original images, as well as SIFT features, and object bounding boxes for a limited subset of these images [2], we were unable to avoid all image processing and had
to generate our own HOG features to ensure full coverage of the categories we choose for the experiments.
Histograms of Oriented Gradients or HOG features are one of a standard set of visual features used to detect
and describe objects in Computer Vision. There is no special reason to use HOG features as opposed to other
features such as GIST or SIFT. In fact, it is common to experiment with several different features and combinations of features when testing new learning scenarios in Computer Vision. Due to the time constraints
on this project, we choose to use HOG as it is a widely used feature and several Matlab implementations are
available. In future work, it would be useful to compare other feature types.
To produce HOG features of a common dimensionality, we resized all images to a standard 100x100
pixels.
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4.1

The Models
Baseline Models

There are many eligible baseline models. In particular, we could compare our model’s performance to
chance performance (what percentage of images do we expect to be in the centroids without considering
any features?). One way of looking at this is entropy. Entropy is most properly conceptualized as a measure
of uncertainty. We can look at centroids with maximum entropy as containing even proportions of all the
classes, rather than containing an obvious majority of one class or another.
While we did not do so in the course of this assignment, we could also compare our performance to
a supervised multiclass categorization task. An all-v-all comparison would give us another idea of how
confusable the different categories (e.g. species of birds, or types of animals) are with each other. Generally
supervised methods outperform unsupervised methods, so this would give us a ceiling of how well our
method could potentially perform.

4.2

Existing Models

Most of the work that has been done on recovering ontologies has been supervised or semisupervised. We
are pursuing a novel direction with unsupervised recovery of ontologies.
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4.3

Proposed Model(s)

K-means is an algorithm that clusters images based on their proximity to ”centroids”, or the ”average” of
a possible category. At initiation, these centroids’ locations are random in the n-dimensional space. Over
successive iterations, each item is compared to the current centroids and is assigned to the cluster that is the
closest in Euclidean space. The centroids are recalculated for every cluster based on the new mean of the
items that are actually in that centroid. The process iterates until convergence, which is to say, until few or
none of the points change centroids.
There are a couple of potential problems with k-means as our choice of clustering algorithm that we
bring up in the discussion.
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5.1

Experiments
Experimental Hypotheses

We expect the ”purest” categorization at the leaf nodes, where the images are most similar within classes
(poodles and retrievers), and at the supercategories, where the images are most different between classes
(birds and mammals). At the intermediate levels, there is both more variety within classes (poodles and
bears), and more similarity between classes (bears and cows), leading to the most challenging classification
task.

5.2

Experimental setup

For each experiment, we ran k-means twice and bagged the results to reduce variance. At the top-level
categories (e.g. birds and mammals), we used the whole dataset and specified two centroids, one for each
target class. For the mid-level categories, (e.g. passerines, aquatic birds, ungulates, and carnivores), we
split the dataset into ”birds” and ”mammals” and trained a k-means classifier on each half separately, with 2
centroids each. The classifier trained on ”birds” was therefore targeting passerines and aquatic birds while
the classifier trained on mammals targeted ungulates and carnivores. Finally, for the leaf nodes, we split the
dataset into subsets for each mid-level category and trained a k-means classifier on each segment separately
with a number of centroids equal to the number of children of that category. For example, the passerine
subset classifier was trained with 5 centroids.
We ran our experiments using the k-means classifier in MATLAB; we created the confusion matrices
and calculated the relative purity of each centroid and of each class using our own code. Entropy scores (to
measure the purity) were calculated with a Python script that the first author composed.

5.3

Experimental results

Of the categories we were interested in analyzing, there were many substantial differences between the sets.
In particular, some mid-level categories (e.g. aquatic birds, ungulates) had very different numbers of images
(6175 to 1278, respectively). This difference means that when assessing the odds of an image occurring in a
specific category or k-means centroid, we must adjust the calculations such that all proportions are relative to
their actual representation in the dataset. While the number of images per class within a mid-level category
was generally evenly split across the leaf categories, some categories were more uneven than others (e.g.
355 versus 1523 within passerines).
One consequence of generating centroids is that the comparison across runs of k-means is only logical
when a shared label can be applied. For the data presented below we can obtain an average coherence for a
category (so, the distribution across the centroids for a given bird, for example) but we cannot align centroids
across runs of k-means. This is due to the unsupervised nature of the task as well as the difficulty in finding
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Figure 2: This figure shows examples of some good and bad clusters. The name of the cluster is determined
by the dominant member class. Member images from the dominant class are outlined in green. Images from
other classes are outlined in red. In the case of ”Ungulate”, the images are almost evenly split between the
two classes ”Even-toed Ungulate” and ”Odd-toed Ungulate”, so neither class was dominant.
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Class Name

Table 1: Classes and their entropies across k-means categories
Subclass Name Species Name Class Entropy Subclass Entropy

Species Entropy

Bird
Bird
Bird
Bird
Bird
Bird
Bird
Bird
Bird
Bird
Mammal
Mammal
Mammal
Mammal
Mammal
Mammal

Passerine
Passerine
Passerine
Passerine
Passerine
Aquatic
Aquatic
Aquatic
Aquatic
Aquatic
Ungulate
Ungulate
Carnivore
Carnivore
Carnivore
Carnivore

0.97
0.99
0.55
0.94
0.98
0.92
0.92
0.94
0.8
0.95
0.99
0.99
0.97
0.93
0.88
0.82

Oscine
Sparrow
Lyrebird
Scrubbird
Broadbill
Waterfowl
Swan
Wading
Gallinule
Seabird
Odd-Toed
Even-Toed
Bear
Mustelid
Canine
Feline

0.96

0.75

0.98

0.80

1.00
0.84

a valid heuristic for aligning any two clusters. There exist such possibilities, e.g. Euclidean distance for
proportions of classes, but this assumption may not necessarily hold. Similarly, picking the majority class in
each centroid as the ”label” is often difficult, especially due to the evenness of the distribution of the classes
of images across the centroids, as will become apparent in the next section.
Table 1 presents the entropies for each of the image types across the different levels of the ontology.
Broadly speaking, while some categories have high coherence, it is not typical; most groups are only
slightly below chance with entropy values most commonly ranging from 0.90 to 0.99.
5.3.1

Entropy in the leaf categories

Remember that lower entropy values are indicative of greater category coherence, or rather, the degree to
which a category sticks with its own members in any centroid, independent of the size of that centroid or the
other members within it.
Within each section of the final column, we can see that some categories were more likely to occur in
specific centroids than others. Within the bird category, the lyrebirds were much more coherent than the
category with the next lowest entropy, scrubbirds (0.55 to 0.94 respectively). Similarly, felines are more
distinctive in their visual features than waterfowl.
As we will find repeatedly, there are substantial problems with the ungulate category. As our distinction
depends entirely on the number of toes each ungulate has, which are likely not immediately apparent in the
picture, classification of these two pictures into their own classes is at chance. This may also be due to the
relatively few pictures in this category, since all other categories have at least 4500 pictures. In general, we
found that the largest categories had the best performance, but this was not universally true.
5.3.2

Entropy in the mid-level categories (birds and mammals)

We observe a similar pattern in the distinctiveness of different kinds of birds and mammals. Entropy values
for passerine birds are quite a bit lower (0.75) than those for aquatic birds, whic are classified into either
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possible centroid at chance (0.98). For mammals, carnivores are more coherent, with ungulates appear to
be equally likely to occur in either possible centroid (entropy values of 0.80 and 1 respectively), suggesting
that they are highly confusable at this level.
5.3.3

Entropy in the high-level categories

The high level categories suggest that the confusability at the lower levels is inherited in such a way that
it makes the categories relatively more distinct. In the case of mammals versus birds, mammals appeared
to be very concentrated in a single centroid, while birds were likely to occur in either possible centroid, as
evidenced by their distinct entropy scores. Mammals had an entropy score of 0.80, while the birds had an
entropy score of 0.96, or effectively were distinguished from mammals at chance.
What this means specifically is that mammals cohere together, while the birds did not. The fact that
the ”mammal” centroid contained large numbers of birds (approximately half of all of them) is puzzling,
however.

6
6.1

Conclusion
Problems with k-means

One important weakness of k-means is that the features are all treated as independent, and as such, equally
weighted. Due to the use of Euclidean distance when classifying items into k-means clusters, each of
the features (dimensions) is seen as equally relevant. Moreover, these features may not be related across
categories, and in fact may be more important for some categories than others (such as the relative proportion
of blue in an image for identifying different types of aquatic birds, or patches of skin tone for identifying
ungulates). This is the reason we may wish to pursue a supervised approach (e.g. a multiclass voting system
with many trained across-class models).
In general, it seems that k-means cannot capture the taxonomies that define the relationships between
the classes. While visual features are certainly necessary for object classification, as seen sometimes in how
these categories are defined (e.g. ”with a long horn”) as well as results from cognitive psychology, k-means
may be unable to identify these based on the nature of the assumptions in the model. Our consistently high
entropy models suggest that our image features, coupled with k-means’ operation in Euclidean space, may
mean that images were clustered using other, less cognitively plausible features and less on features that
may be visually distinctive (e.g. the orientation of the eyes, or presence of water).

6.2

Future work

Computer vision like any learning task, is a matter of finding the correct model for the job. We have only
tested one of a myriad of possibilities. It would be useful to explore different feature types such as GIST,
SURF, and SIFT, combinations of features, and different distance metrics in k-means. We could also use
other multi-class classification methods like multiclass logistic regression.
While we were able to draw some conclusions about recovering ontologies, it is not clear to what extent
these are true for different ontologies and different image sets. We were limited by the relatively small size
of the dataset. There are many more pictures and categories in the ImageNet dataset that could be used in
experiments like ours. Of course, to do work with these branches would require robustness to category size,
which was a limitation in this work. There are also other ontologies with different organizational focus that
could produce different results such as ConceptNet or DBPedia.
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